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1. Introduction by the moderator (by Luigi Logrippo)

The FORTE 1995 conference was held in Montreal, organized by Gregor von Bochmann, Rachida
Dssouli, and Omar Rafiq. One of the activities that
took place was a panel presentation and discussion
among the coauthors of this paper. This exercise
lasted about two hours and elicited several remarkable contributions from the panelists and the audience. It was thought worthwhile to record the panelists' contributions in the form of a joint paper, this
one.
What does "after 15 years" mean? In 1981, the
First International Workshop on Protocol Specifica-
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tion, Testing, and Verification (PSTV), took place in
Teddington, UK, under the auspices of the National
Physical Laboratory, chaired by David Rayner. In
consideration of the fact that the organization for the
workshop started probably in 1980, that year has
been taken as the date of birth of our research area.
Ten years later, in the occasion of the Tenth PSTV
Symposium, R.E. Miller, D. Sidhu, C.A. Vissers,
and C. West were asked to write papers on the topic:
`The first ten years, the next ten years'. These talks
are still relevant today [1].
These fifteen years have withnessed a number of
developments, both in research and in applications.
Many of these developments have occurred in relation to the standardization effort, within CCITT (now
ITU) and ISO, of the Open Systems Interconnection
(OSI) protocols and services. At the beginning of
their work, the OSI community resolved that formal
methods were needed, that they would be developed
quickly, and that they would be used in the standardization work. The history unfolded differently, however. First, the development of the Formal Description Techniques (or FDTs, the languages that were to
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provide the front-end to the formal methods) turned
out to be a complex project, which lasted much
longer than initially expected. The languages became
available only in the late eighties, when much of OSI
standardization had been completed already. Second,
several languages were developed (ASN.1, Estelle,
LOTOS, SDL, TTCN) while only one was initially
planned. Third, when people started looking at the
languages, they found them falling short of their
initial optimistic expectations. Most notably, the languages, and the associated tools and methodologies,
were still incomplete and experimental, they were
difficult to learn and insufficient documentation existed. Implicitly, standards developers and industry
questioned the wisdom of spending energy in something unproven.
Meanwhile, other related languages and methods
were developed in the research community, sometimes independently of standardization efforts. Some
of these are mentioned in other sections.
What seems to be used today are mostly languages and methods that were already available when
the OSI standardization effort started. Such are those
based on Extended Finite State models, which have
been under development since the sixties. The language SDL (for which a first version was available
in 1976) and its related tools are widely used. Languages such as ASN.1 and TTCN, which were developed later for specific application areas, without
the ambition of covering the whole spectrum of
protocol and service specification, are also thriving.
Another well-established language is Z, also a language that has been available for a long time (although the use of Z in the area of telecommunications appears to be still limited). Methods based on
temporal logic and process algebras are still seen as
"researchy". Interestingly, it appears that the formal
languages and methods developed for OSI have suffered the lot of OSI itself, which has been (at least
temporarily) overcome by preexisting protocols, such
as TCP/IP.
Although the existing formal languages have
proven themselves in many applications, deep limitations in them are being exposed on several fronts.
New application areas, such as multimedia, mobile
systems, intelligent networks, etc. present new requirements from the point of view of expressive
power. Also, new advances in the various aspects of

software development theory and practice present
new challenges that these established languages do
not always meet. However better languages may not
be mature for use for a number of years.
What to make of this? Perhaps it should be noted
that the speed of penetration of truly new ideas in
Computer Science is in the neighborhood of 20
years: it took that long for systems and languages
such as Unix, Smalltalk, C, and SDL, to take hold in
industry. This is the time it takes to develop good
methodologies, implementations, and textbooks, to
train practitioners, etc.
With this background in mind, the moderator's
questions to the panelists were:
• How do you see the situation today?
• And, more important, what are the new ideas for
the future?

2. Formal methods: From an academic to an
industrial perspective (by Jean-Pierre Courtiat)
Although significant progress has been achieved
within the academic community so far, the real
impact of formal methods in industry remains limited. In the following brief review of some achievements made over the past years, we analyze some
reasons which limit the implementation of formal
methods in the industry and outline some issues
likely to promote their use for the development of
critical systems.
2.1. The progress made within the academic community

At the specification level, starting from conventional approaches like communicating finite state
machines, real specification languages including data
typing mechanisms and facilities to develop modular
and hierarchical specifications, have been designed
to describe complex communication architectures.
More recently, the expressiveness of these languages
has been enhanced by introducing new features, like
the expression of time constraints, that are essential
for designing critical systems.
To put these specification languages and models
to work, verification techniques have been enhanced
with new methods for preventing state space explo-
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sion and expressing the high-level properties to be
verified (model checking). As far as testing is concerned, several studies have explored the automatic
derivation of test sequences from a formal specification. This is important in practice, as it allows a
posteriori to re-establish a formal relationship between an implementation and its reference formal
model.
2.2. The difficulties perceived by the industrial community

•

Despite the progress made, several issues make
the use of formal methods for the development of
critical systems difficult in an industrial environment.
Among these are the likely perplexity of the
potential user faced with a multitude of possible
approaches, the lack of maturity of the tools available, the low level of integration of such tools in
CASE environments to manage and document different specifications along the system life cycle, the
lack of successful case studies that are really representative of the issues to be addressed, the lack of
documentation and training, and finally the lack of
efficient design methods based on formal models.
Of course, this can be more or less critical according to the goal sought by the industrial user wishing
to implement formal methods. For some, the goal
will primarily be the formalization of specifications
to allow different design groups to communicate
better on a same project. For these, the discipline
imposed by the formal method and its level of
abstraction will be essential features. For others, the
need will be the validation of some specific mechanism within a complex system. The availability of
efficient tools able to deal with the problem complexity will be a key issue. Finally, others might like
to consider formal methods as a means of automating the coding phase of a complex system. The
quality of the produced code, in terms of memory
occupation and response time, will be a key factor in
the assessment of the formal approach selected.
2.3. Some trends

•

In view of the current situation, two specific
points, which should help in deploying formal methods in the industry, are developed in the sequel.
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Translating informal requirements into a formal
specification
The initial step in the design which consists in
translating an informal document into a formal specification often represents the first hurdle encountered
by the industrial user. This is a crucial phase as the
decisions made at that point (e.g., the choice of the
abstraction level) usually impact the whole design
and hence the quality of the resulting product. Unfortunately, very few methods have been developed
with this objective in mind. What is sometimes
referred to as "the modeler's art" should be "formalized" as a set of guidelines established in accordance with the formalism used and the objective
sought, as well as probably the field of applications.
Similarly, one could envisage more user-friendly
notations (preferably more graphic than mathematical) devoted to a particular field of application that
could then easily be translated into a more generalpurpose formalism. This would allow the user to use
concepts he is normally familiar with in his job,
while taking advantage of the use of formal methods
(e.g., validation of properties based on the underlying formalism). The formalism used would then be
more transparent for the users and the tools developed for a general purpose formalism could be reused
in different applications. This approach is currently
being investigated at LAAS-CNRS for the design of
multimedia and hypermedia systems [2].
Developing design methods based on formal approaches
Although numerous works have dealt with the
definition of specification formalisms and the related
analysis techniques, few have actually been concerned with the development of design methods relying on formal approaches. In a number of fields, by
relying on general purpose formalisms allowing
complex specifications to be built by functionality
composition, one could envisage the definition of
reusable generic specification modules that would
support the design process. Such attempts should be
validated by the industrial and academic communities working together on significant case studies.
In addition, it seems very unlikely that a single
formal approach could meet all the needs. As a
result, integrating several formalisms into a design
method becomes urgent to meet the specific require-
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ments expressed at different levels of the life cycle
of a complex system. Likewise, it is equally important to integrate as soon as possible new theoretical
developments in order to assess their real impact.
This is, for instance, particularly true for recent
developments in true concurrency semantics that
propose new directions for the design of complex
distributed systems based on stepwise refinement.
One may finally point out that the work conducted by the academic community is often regarded
as too theoretical by the industrial users who are
more interested in the industrialization of classical
specification techniques. When analyzing some specific property, a researcher will often be satisfied
with a simplified model providing he can formally
prove the desired property (analysis based on an
exhaustive verification). On the other hand, the industrial user will prefer a more realistic model from
which he will only get a sufficient level of confidence about the validity of that same property (analysis based on simulation). Both communities must
therefore collaborate more closely because critical
systems are increasingly complex as their processing
architectures are becoming more distributed, and, as
a consequence, these systems are increasingly prone
to design errors.
3. Ups and downs of formal methods (by Piotr
Dembinski)
3.1. Perceived status of Formal Methods (FMs)

The software crisis of the late seventies created an
atmosphere of hope with respect to FMs which was
impossible to satisfy mainly because of the hardware/software technology which was available at
that time. This was one of the reasons why formal
methods could not be applied to software of practical
size and utility. The combination of hope and inability resulted in a widespread opinion among industry
and practitioners that FMs were something that one
had to tolerate (or even, officially, to support) but no
one had the intention to use in his/her own practice.
Unfortunately, popular opinions have long lives and
are hard to change.
I firmly believe that the above popular opinion is
unjust. It neglects the role of FMs in the past, their

present considerable achievements, and future perspectives due in part to the enormous technological
progress over the last few years.

•

3.2. Past and present of FMs

A need for abstraction and formalization has existed in computer science since the very beginning.
Therefore, FMs were born very early. In a schematic
and simplified form they started from concentrating
on the relationship between
• programs in programming languages,
• assembly languages, and
• computer code (but who cares now about the
difference between the two last categories!).
Among the results we have the theory of compilation and efficient compilers.
Over the years, the level of abstraction and the
topics of interest have changed. Sequential, monoprocessor programming has evolved towards software for distributed, communicating systems, executed in multiprocessor or networking environments.
The complexity of the present systems and of the
problems to be solved enforced formalization of
problem requirements which, earlier, were considered satisfactorily defined in informal, natural language terms. Therefore, today's FMs deal rather with
problems relating to
• requirement specifications,
• system level specifications, and
• programs in programming languages.
In my opinion, Formal Description Techniques
(FDTs) such as SDL, Estelle and LOTOS [3] are all
in the category of system level specifications, while
Z-like languages are closer to the requirements level.
Some would prefer to place the mentioned three
FDTs higher in the hierarchy but I think this leads to
confusion between the role of problem requirements
and problem solution.
Changing the level of abstraction should not suggest that one has to restart from the beginning,
because just the opposite is true. Almost all present
mathematical foundations of computer science, including verification theories and semantic concepts,
have their seeds in experiences gathered (but sometimes unjustly forgotten) in the sixties and early
seventies, while discussing and defining the syntax
and semantics and compilers for so-called higher-
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level programming languages (for a compendium of
this theoretical background see [4]).
3.3. Future trends of FMs

S

•

S

•

If I claim that the popular image of FMs created
10-15 years ago is no longer valid, I am also
thinking about the tremendous technological progress
that made some earlier dreams possible. One such
dream, with respect to software verification, could be
worded as follows: if one had a computer extremely
fast and extremely large (in terms of memory), one
could automatically verify a given property in all
possible situations generated by a given program
(system). The model checking approach tries to realize this dream with growing success, exactly because
of technological progress but also because of a solid
theoretical base established earlier. This seemingly
brutal and simplistic approach is very appealing because of its external simplicity but, in order to be
effective (no matter how powerful computers are) it
needs very sophisticated underlying methods (e.g., to
reduce the search space) and requires new solutions
of very interesting mathematical problems. Techniques related to model-checking are being developed rapidly and will be the first to be practically
accepted.
There is a lot to be done in the near future.
Requirement specification languages are often not
expressive enough. In particular, they rarely treat
problems of real-time and time constraints in general. Although formulae in temporal logic relate past,
present and future events, they still do not express
many interesting timing conditions. Also, a lot has to
be done to make the requirement specification languages and their supporting tools user-friendly.
System-level specification formalisms are also far
from perfect (time constraints!). Each of the FDTs
has its strong points (graphical SDL representation
may be an example) and has a lot of very elaborate
tools based upon it. It is essential that specifications
be verifiable with respect to requirements. FDTs all
proved acceptable as inputs to model checking verification techniques. This is a good indication. But all
of them have the same flaw: they are not (efficiently)
executable. This seems to be a result of the confusing role that was assigned to them at the beginning: a
role of languages that were meant to formalize stan-
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dards independently of implementations, but also of
languages that were to allow for some computational
experiments with the standards specified. I strongly
believe that, in order to be accepted and used, FDTs
(and, more generally, system-level specification formalisms) have to be not only better designed, but
also designed for automatic implementation, with
"ordinary" programming languages playing the role
assemblers had in the past. Without an effort in this
direction it is possible that FDTs will remain confined to the academic realm.
In conclusion, I think that FMs have entered a
very challenging period in which the efforts of the
past have a real chance to be appreciated.
4. Formal methods: Trends and speculations (by
Gerard J. Holzmann)
Interest in the application of formal method tools
has markedly increased in the last 15 years. We may
speculate about the reasons for this trend, and where
it might bring us, say in another 15 years.
4.1. Advances in tool support

There have been many important advances in the
design of new algorithms and tools for performing
automated verification tasks, and in the development
of languages for the coherent specification of systems. Model checking and design verification tools
have matured sufficiently that designers can now be
offered a choice of methodologies, based on a variety of different formalisms, e.g. [5-8]. The number
of well-documented application success stories is
also steadily growing, e.g. [9].
There is, however, also another trend that is easily
forgotten: the continued improvement in speed and
memory size of our workstations. Our workstations
today have two to three orders of magnitude more
memory, and they run up to two orders of magnitude
faster than before. The difference has significantly
changed the types of tasks we can automate and the
size of problems we can support. Since this trend
seems guaranteed to continue for also the next two
decades, we can expect to see similarly dramatic
improvements in the scope and performance of, for
instance, high end model checking and verification
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tools. This part of the trend alone might be sufficient
to make a critical difference in the application of tool
based formal methods techniques to substantial industrial design tasks. The good news is that it does
not require any further improvements in the theory
of verification, algorithms, or tool design, even
though also these are likely to occur.
4.2. Potential obstacles

An obstacle in the application of formal methods
today, as in the past, is that many specification
languages that succeed in reaching the level of an
international standard do not have the features that
can support tool-based verification. Even simple
properties, such as absence of deadlock or unspecified receptions, are undecidable for any program
written in such notations. The reasons may be as
simple as the inclusion of unbounded message channels in the language definition. It can also be complex, such as the inclusion of unrestricted multiway
rendezvous operations, with random resolution of
undefined values.
The languages that were designed with an eye
towards efficient verifiability, on the other hand, do
not aim for general acceptance, nor are they likely to
achieve it. It may well be that an entirely new
specification language for distributed systems will be
developed, and gain general acceptance as a standard
within the next two decades. If such a standard
precludes effective verification, this could well slow
the trend towards a wider application of formal
verification techniques.
4.3. The shadows cast by bugs

That software systems can fail is of course well
understood. In the last few years a few relatively
large failures have occurred that have renewed people's awareness of the frailty of our efforts to build
large systems with traditional techniques. One of
these, occurring on January 15, 1990, has become
known as the "Martin Luther King Day Disaster".
In this case, a single, and relatively minor, software
bug could be seen to disrupt the entire U.S. telephone network for several hours. Another, more
recent, failure has become known as "The Pentium
Bug". It was a similarly innocent failure to initialize

some lookup tables, which was seen to cause major
damage to, at least, the reputation of a large chip
manufacturer.
These, and similar, incidents have made it easier
for the formal methods community to point out the
importance of formal verification techniques. What
is easy to forget, though, is that also formally verified software can fail in unexpected ways. Formal
verification techniques allow us to prove rigorously
that a given design has specific inevitable properties.
But, both the designer and the verifier can independently make mistakes: the designer can introduce
bugs, and the verifier can choose a set of correctness
properties that is either irrelevant or incomplete.
This, of course, does not lessen the importance of
verification. It does mean that the verifier has to be
careful with claims about the correctness of a design:
there are no correct programs in any absolute sense,
only programs that can be shown to have certain
specific properties. Caveat emptor.
Software systems being what they are, it is virtually certain that there will be other dramatic software
failures in the years to come. The best possible effect
this can have would be that a rating system for new
software is developed, ranging from unproven code
to code that has passed various degrees of formal
verification. The highest rated code could catch the
greatest market value, although it is probably unrealistic to expect that it could alltogether replace the
other classes.

•
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5. FDTs for the real world (by Harry Rodin)
For well over fifteen years, we have been predicting successful application of our formal methods to
problems in the real world. Until two years ago,
however, little success was evident. Since then, there
has been an explosive growth in the sales and use of
two commercially distributed SDL-based tools. While
this growth is exciting, I fear that, in the future, we
may find ourselves on a course that will prevent us
from attaining the degree of success that might have
been possible.
5.1. Status

The bright stars on the horizon are the tools SDT
and GEODE, developed and marketed by Telelogic
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in Sweden and Verilog in France, respectively. Based
on SDL (Specification and Description Language),
these tools are packages for creating and editing
protocol definitions, testing the definitions for selfconsistency and consistency with sequences specified in MSC (Message Sequence Chart) language,
compiling the specification into C and other implementation languages, and validating the protocol
(using techniques published in this IFIP PSTV/
FORTE conference series).
Together, Verilog and Telelogic have sold some
7500 licenses for these tools. It is exciting to note
that users and institutions are willing to spend several thousands dollars to acquire such a license!
Of the best-known FDT languages, SDL probably
comes closest to allowing a designer to express
himself using relatively conventional design techniques. This of course has contributed significantly
to the success of these tools. Moreover, the commitments of Verilog and Telelogic to the user, in terms
of providing attractive, easy-to-use, and time-saving
graphical user interfaces, boosted sales of both development systems. One is obliged to conclude that
satisfying user needs — providing functions users
need in a user-friendly fashion in a language users
like — is a key to success.
5.2. Future trends

•

There is a real schism within our research community between theorists and practitioners. Many of
our papers begin with a common rationale concerning the benefits of formal methods: a lack of ambiguity in specification and a basis for the use of powerful analytic tools to verify properties, and to implement and test real protocols. The implication is that a
given author intends for his or her work to be used
for real-world protocols. In reality, the majority of
authors leave the application to real-world protocols
as the proverbial "exercise for the reader"!
Only a few authors have attacked real protocols.
In my view, these few have been successful in
applying techniques that are already available. This
is not a cookbook task: most real-world protocols are
complex and it takes considerable effort to understand them. And, whereas several techniques are
known, it does take considerable ingenuity, creativity, and skill to apply them to real protocols.
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A prescription for the future

I believe this gap between claimed and actual
capabilities has cost us dearly in terms of credibility:
If these claimed capabilities were half as powerful as
we claim in our prefaces, where is the long list of
successes?
There is a real need to apply formal methods in
the world of communicating systems design. Success
can be ours, but I believe there are three requirements for achieving this success:
Until our research community aims at solving our
customers' (users') problems, we will suffer the fate
we deserve! More of our work should:
(1) Aim at real protocols.
Many of the papers presented at our conferences
and appearing in our publications are addressed to
other scientists rather than being dedicated to communicating with potential customers outside our research community. Our techniques will not become
popular until they are readily understood! So we
should:
(2) Demystify formal methods.
Until there is ample documentation of the results
of applying our tools, what will motivate potential
users to invest the energy to try them? One difficulty
in this context may be that errors in protocols and
their implementations are not very exciting — and in
fact are rather obvious — once they have been found,
no matter how difficult it was to find them. Perhaps
we need to be more creative in describing analyses
and providing taxonomies of errors in real protocols.
So, we should provide more education:
(3) Compile and popularize protocol development
case histories.
In conclusion, the time is ripe for a change in our
strategy. We should carefully consider how the fruits
of our research fit into the user's complete design
process of specification, validation, implementation,
testing and maintenance.
6. The trend toward application-specific research
(by Pamela Zave)
6.1. The trend and its probable origin

In the formal-methods research community, there
seems to be a trend away from general methods and
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tools — those that are supposed to apply equally well
to all software. The trend is toward methods and
tools that address the particular characteristics and
problems of specific application domains.
To some extent, this trend is externally imposed.
These are lean times for research funding, and research with obvious practical value has a better
chance of getting support. In formal-methods research, by far the easiest way to show practical value
is to work on a specific application domain. Even a
negative result is useful, because it shows practitioners within that application domain what not to waste
their time on!
Despite the negative aspects of this motivation,
the trend is good for research in formal methods. The
next two subsections give two reasons why it will
lead to stronger and more interesting (as well as
more useful) research results.
6.2. "Software engineering" is "physical engineering"

When we compare software engineering to civil,
chemical, aeronautical, nuclear, electrical, mechanical, and biomedical engineering, we can see that
software engineering is the software aspect of
"physical engineering" [10]. No other engineering
discipline is related to so many different parts and
aspects of the real world.
For the same reason that there is no major in
Physical Engineering, it is unrealistic to expect that
excellent software can be built for all application
domains using the same tools and techniques. Application-specific research thus moves us in a more
productive direction.
It is also somewhat arrogant for us to assume that
it is possible to make a contribution to software
development in an application domain without extensive knowledge of the nature of that application
domain. A field study of the software design process
[11] showed that "exceptional designers" stand out
because of their domain knowledge:
• " ... these individuals had remarkable control over
project direction and outcome, and in some cases
[were] described by others as the person[s] who
`saved' the system."
• "Exceptional designers performed broader roles
than design, and were recognized as the intellec-
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tual core of the project (i.e., the keeper of the
project vision) by other project members."
• " ... exceptional designers were extremely familiar with the application domain. Their crucial
contribution was their ability to map between the
behavior required of the application system and
the computational structures that implemented this
behavior.... "
• "For large embedded systems these problems are
complicated by the number of domains that must
be integrated. For instance, designing military
avionics software might require expertise in flight
control, navigation, sensor-data processing, electronic countermeasures, and target acquisition."
6.3. Example of a research problem: Description
complexity

One of the major unsolved problems in formal
methods is the size and complexity of formal descriptions of real systems. Only three basic attacks
on this problem come to mind:
(1) Module reuse: A description of size x, used y
different times, reduces the total size of the
description by ( y — 1) x.
(2) Layers of interpretation: A description that is
interpreted or translated into some lower-level
form can be dramatically smaller than a corresponding uninterpreted description. For example,
a grammar is a very concise description of a
parser. It is converted to a much larger, executable program by a parser generator. Also,
macro expansion is a simple example of translation from a smaller, more specialized description
to a larger description in a more general form.
(3) Separation of concerns: Consider a system that is
described in two orthogonal views, one of size x
and one of size y. Since the views are orthogonal, almost any "feature" of the x view can
combine with almost any "feature" of the y
view, and together they describe behavior that
would require an undecomposed description of
size xy. Yet the decomposed description is of
size x + y.
These three strategies have been studied extensively. We can divide research on these strategies
into two categories. The first category concerns general-purpose, technical support of the strategies. The
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second category concerns applying them creatively
and productively to application domains.
The point of this example is that, when we look at
each of the three strategies, research on technical
support is much more mature than research on applications. In other words, there is much more room for
innovative work on applications. Furthermore, some
of the most useful and intellectually satisfying results
are those in which a strategy has been applied cleverly to an application domain.
Table 1 shows examples of research topics or
results in each of the six divisions, and gives an
estimate of the maturity or saturation of research in
that division. Maturity estimates range from 5 (very
mature) to 1 (very new and open).
7. Moderator's conclusions (by Luigi Logrippo)

•

The five papers above represent five different
views from five researchers with different backgrounds. But it is interesting to note several points of
convergence.
Almost unanimous is the view that formal techniques still must prove themselves. They have not
yet been successfully integrated in the telecommunications software engineering process, and are still
facing a "documentation" and "training" problem.
Much of this may be a consequence of the different
aims of the two communities involved: the people
who developed the FDTs were mainly professional
researchers, interested in proving an idea and then
going to the next one. Industry penetration however

requires a lengthy effort of technology transfer and
development. This difference of intents appears obvious when one reads the papers of conferences such
as ours: university papers tend to be heavy on novelty and formalism, with very simple examples. Industry papers report on industrial-size use cases, but
the techniques are straightforward. Further, industrial
papers tend to insist on lifecycle aspects, which are
usually ignored by academics (Courtiat, Dembinski,
Rudin).
A related problem is the one of "reverse engineering" of legacy code into a form where formal
techniques can be used. This problem is constantly
mentioned by industry people. Its importance is due
to the fact that today much of the software development effort is based on existing code which is continuously restructured and modified. Formal techniques must find their place in this process. Little
research exists in this area.
The general-purpose formal methods prevalent
until recently (based on the use of general-purpose
specification languages and verification tools) are
yielding to special-purpose methods, which use domain-specific properties. In the protocol verification
domain, "model checking" is cited by several panelists as the most successful and promising method.
This tendency towards special-purpose methods and
finer-grade customization will increase, because the
more application-specific the methods become, the
more information can be used to speed up the specification and verification process, and the more easily
the results can be interpreted by the engineer (Zave,
Courtiat). For example, there will be systems de-

Table I
Technological support
of the decomposition

Good decompositions
for application domains

Module reuse

polymorphism
maturity = 4

mathematical toolkit
maturity = 3

Layers of interpretation

language translators,
interpreters, preprocessors

protocol layers
lexical analysis and parsing in compilers

layered architectures
maturity = 5
Separation of concerns
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maturity = 2

compositional specifications

separation of compiler front and back ends
separation of memory and processor management in operating systems
scheduling algorithms generated by KIDS [12]

maturity = 3

maturity = 1
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signed to verify the functionality of specific types of
PBXs or LANs. Such systems may be similar to
systems in industrial use today for this purpose, but
may also use advanced concepts based on software
verification theory.
When several types of application-specific methods are used, each will bring with itself its own
formalisms, hence the need of attention to the question of formalism integration (Courtiat, Holzmann
and Zave). In this respect, one can only regret the
fact that the theory and application of each existing
FDT is being developed in isolation, with little attention to mutual integration.
There appears to be a consensus that there is a
bright future for formal techniques, although achieving this will require considerable additional work.
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