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Curve Balls
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A POPULAR METHOD for tracking
the progress of a software test effort is
to plot the cumulative number of defects found against time. This should
produce an S-curve (see Figure 1).
The figure shows the typical situation in which a test effort starts
slowly but then comes up to speed
and starts generating defect reports
at a fairly constant rate. Then, after some time has passed, the defect
discovery rate drops. A measure for
that rate at each point in this process
is the slope of the derivative, indicated in Figure 1 by a.
The cost of discovering defects
depends trivially on the number of
testers you employ and a. Of course,
the failure to discover a defect also
has a cost. Once the cost per discovered defect drops below the average cost that an undiscovered defect
could cause, it makes business sense
to stop testing and release the code.
Although at first glance all this
sounds very reasonable, it’s not too
difficult to poke holes in this argument. Of course, not all defects are
alike. Some are merely cosmetic and
easily worked around. Others can be
more annoying but still don’t prevent
users from getting work done. And
then there are those defects that can
have catastrophic consequences and
that you can read about with some
regularity in the papers.
If you look at this issue from the
testers’ viewpoint, you can say that
some defects are easy to find and
others are much more obscure and
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harder to pin down. In the latter
category are, for instance, concurrency-related defects that can throw
a monkey wrench in the operation of
a software system. This means that
when the defect discovery rate drops
below some threshold, you can’t
safely conclude that a sufficient fraction of the defects that matter have
been found. It means only that most
of the easy ones have been found.
The nasty, hard-to-reproduce bugs
might still be hiding in the code.
There’s also the problem of expressing with some accuracy the expected cost of residual defects. To the
vendor of a software product, this
will include at least the cost of analysis and repair for each customerfound defect. There’s also, however,
the less easily estimated cost of the
erosion of your company’s reputation
for quality with each newly reported
defect. A hard-to-find but potentially catastrophic bug can have a
disproportionately negative effect.
Who doesn’t remember the calamitous Pentium floating-point-division
bug that hit Intel in 1994? It was
incredibly obscure, estimated to affect no more than one in nine billion random floating-point-division
operations. However, the cost of
remediation was substantial, not to
mention the immediate blemish on
Intel’s reputation.

Continuous Testing
The issues I just discussed relate to
the question of how long you should
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continue a software testing effort. In
a somewhat outdated view, testing
starts when software development is
complete and the code has been reviewed and is in principle ready for
release. A slightly more enlightened
view is that testing should start as
soon as you have machine-readable
artifacts. This means you should
create as many of those artifacts as
possible in machine-readable form,
from the start of a development effort. And yes, that includes all the
phases that precede coding, such as
requirements elicitation, software
architecture design, and high-level
component design.
Each phase calls for different test
and verification efforts. Requirements can be tested for their logical consistency and completeness.
A high-level system design can be
tested for compliance with those
same high-level requirements—for
instance, with standard logic modelchecking techniques.
But when can you stop testing?
Does it really make sense to stop
when a product is released? What if
you use the time between the end of
software development and the point
of code release to have your test
team build a comprehensive, suitably
diversified suite of automated regression tests, randomized for maximum
coverage? The longer you run those
tests, the more residual defects you
can expect to find. When the tests
are set up, the job of the test team
is mostly done, but the tests can
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keep on running, also after product
delivery.
In a sense, the automated and randomized tests become your virtual
customers. After all, your chances
of finding the obscure bugs that appear after product delivery should
be considerably better than your
customers’ chances. You have your
tests running 24/7, and each newly
discovered defect saves you another
ding in the confidence of the real
customers.
What’s wrong with the S-curve
is that it suggests there’s a natural
end to testing. There isn’t. Either
you perform the tests yourself, or the
customers are performing the tests
for you. Clearly, at this point you’d
want to out-test the customer, especially after product delivery.

Time spent tesing
FIGURE 1. This S-curve shows the cumulative number of defects discovered in a
test effort as a function of time. The slope of the curve, a, corresponds to the defect
discovery rate. When this rate drops below a predetermined threshold, it might be time
to release the code.

Skipping Tests (or Not)
The key to continuous testing is to
start early, to diversify, automate,
parallelize, and randomize (DAPR).
I recently came across a blog that
tried to show how to optimize a test
effort by making smarter choices
about the types of tests to include in
or exclude from a test suite.1 It recommended performing unit tests in
at least three specific cases. The first
case was
When the logic behind the method
is complex enough that you feel you
need to test extensively to verify
that it works.1

Unfortunately, although this might
at first sound counterintuitive, no
real correlation exists between the
complexity of a piece of code and
the likelihood that it contains bugs.
A complex piece of code typically
receives significantly more attention
from a development team than the
more routine parts. This means that

FIGURE 2. The Genesis sample return capsule after its crash landing. The cause of
the crash was that the gravity sensors on the spacecraft that were designed to trigger
parachute deployment had been mounted backwards. (Source: NASA.)

especially the more routine parts of
the code can more successfully hide
the occasional mistakes we all make.
Quite a few studies have shown that
no clear link exists between cyclomatic complexity (a favorite of
project management teams) and residual-defect rates. When a complex
software system fails, the fault is almost never in the complex part of
the design that received all the attention. More often than not, it turns

out to be a fairly obvious missed bug
that was hiding in the more routine
parts of the system.
I’ll stick to a single example to
illustrate this, although there’s a
rich set of well-known examples
to choose from. In 2001, NASA
launched the Genesis mission to
collect and return samples of solarwind particles and space dust. It
returned to earth in 2004 and was
designed to make a soft landing, so
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that the samples would remain undisturbed for later analysis. Instead,
the spacecraft crashed at close to
200 mph (see Figure 2).
This was a complex mission with
many steps that needed to execute
correctly to ensure success. The cause
of the crash turned out to be that
the gravity sensors on the spacecraft
that were designed to trigger parachute deployment had been mounted
backwards. That, of course, is a
fairly trivial mistake already, but it
gets more interesting. It was later revealed that a fairly simple prelaunch
test could have detected the mistake
but had been skipped because the
same type of gravity sensors had
been used successfully on a previous
mission. 2 So, no, it’s generally not a
good idea to skip tests on the more
obvious parts of a system design.
The blog also recommended performing unit tests
When a particular code function
breaks and it takes longer than a
minute or so to fix it.1

This case seems to be a variation of
the first case. Presumably, if something takes a nontrivial time to fix,
it must also be a more complex part
of the code. Perhaps a better strategy
in this case might be to see whether
you could rewrite the code fragment
for greater clarity. Another point
this touches on, although only indirectly, is that code that’s frequently
patched with quick fixes (code outside the category that’s highlighted
here) is likely more brittle than code
that takes more time and thought to
fix, which again means that excluding it from testing would be unwise.
The third case for testing was
Whenever it takes less time to write
a unit test to verify that code works
4
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than to start up the system, log in,
recreate your scenario, etc.1

This case seems to state that the
usefulness of some tests depends on
how quickly they can be created.
There’s an underlying truth here, but
it obscures what the purpose of testing is. No, it’s not to “verify that code
works.” Instead, it’s to verify that the
code can’t fail to work, and that requires an entirely different approach.
To verify that code works is simple:
run it on a few typical inputs. To
verify that code can’t fail to work requires you to come up with the corner
cases, the unusual scenarios that can
drive the system into situations the
developer might not have anticipated.
The blog also discussed three
cases in which it claimed that skipping tests altogether would be safe.
The first was
When elaborate frameworks need
to be created or installed (such
as mock objects and dependency
injection) just to get the tests to
work.1

This case seems to state that if creating a test is just too much work, you
should feel free to skip it, quite independently of the type of functionality
to be tested. An overly cumbersome
framework might, however, reveal
that the system interfaces were poorly
designed. It might then be smarter to
address those issues first.
The second case in which you
supposedly could skip tests was
When the tests are applied to code
that, if broken, has very little
bearing whatsoever on the overall
software quality.1

This seems sensible but leaves
open the question of why that
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particular code exists. If the code is
largely irrelevant to the functioning
of the overall software system, then
perhaps it’s better to omit it from the
code base to keep it from doing more
harm than good. It can be dangerous
to try to predict what a defect in a
seemingly irrelevant part of the code
can or can’t do to the rest of the system. What if it caused the system to
crash or hang when the system was
trying to perform this mostly perfunctory function?
The third case was
When the costs of maintaining the
set of tests are higher than the costs
of maintaining the actual product
code.1

This final case comes perhaps
closest to the rationale behind the
S-curve in Figure 1. It basically says
that when the cost of defect discovery rises above the cost of defect
repair, you can stop testing. The rationale is clear, but it suffers from
the drawbacks I discussed at the
start.

Use and Value
There are many other rationales I
could mention that people have proposed for reducing the number of
tests. Perhaps you should throw out
those tests from your test suites that
have historically revealed the fewest
bugs?
That strategy reminds me of a
cost-savings initiative I witnessed at
Bell Labs. At some point, the company that owned Bell Labs (first
AT&T, then Lucent Technologies)
started to struggle financially, and
all parts of the organization were
asked to cut costs. The Bell Labs research library in Murray Hill, New
Jersey was at that time (the late
nineties) an invaluable resource for
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current and historical technical information. To me, the value of a library is especially in its rare and
hard-to-find books: books that perhaps haven’t been checked out in
decades but are those gems you can
serendipitously stumble onto while
looking for something else.
When the library announced
its cost-cutting operation, it said it
would use the frequency with which
publications were checked out as
the metric for deciding what to do
with them. Books that were frequently checked out would stay on
the shelves; books that were rarely
requested would be archived (more
cheaply) at a remote location. Similarly, journals that were frequently
read would be kept, but the subscriptions for those that were infrequently
consulted would be canceled. An
unintended consequence was that
the library lost much of its value to
researchers by making it that much
harder to come across an unexpected
treasure.
The value of a book doesn’t necessarily depend on how often it’s
read, or even on how hard it is to
read. Similarly, the importance of
a piece of code isn’t determined by
how frequently it’s executed or how
hard it is to test. Think, for instance,
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of the fault recovery code that lives
in a large software system. In a
well-designed system, it will inevitably be the least frequently executed
code, and it might also be the hardest to test thoroughly. But of course
that doesn’t mean it’s any less important than the main code of the
application.

A

lmost any metric you can
think of to reduce the
amount of software testing can backfire spectacularly. Better
than trying to skip tests is to focus
on developing strategies that can
support continuous testing, using
test diversity, parallelization, and
randomization as core principles.
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